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What is ethics?
The field of ethics involves systematizing, defending, and recommending concepts 

of right and wrong behavior.

Why study ethics?
● To come up with system of rules (laws) that govern a person's or group's 

behavior. 

● Ethics and laws are closely related. 

● In general, laws mandate unethical conduct but ethical obligations exceed law.

Source: http://www.iep.utm.edu/ethics/ 

http://www.iep.utm.edu/ethics/


● Normative ethics involves arriving at moral standards that 
regulate right and wrong conduct.
○ e.g. Golden rule: “We should do to others what we would 

want others to do to us.”

Normative Ethics

Source: http://www.iep.utm.edu/ethics/ 

http://www.iep.utm.edu/ethics/


Strategies/Theories on answering moral questions

● Virtue ethics: less emphasis on learning rules, and more importance instead on developing good 
habits of character, such as benevolence

● Deontology (Duty Theories): morality is based on specific, foundational principles of 
obligations/duties

● Consequentialism: an action is morally right if the consequences of that action are more 
favorable than unfavorable.

○ Utilitarianism: best moral action is the one that maximizes utility

Source: http://www.iep.utm.edu/ethics/ 

http://www.iep.utm.edu/ethics/


Paper #1 Human-like Morality and Ethics for Robots 

The problem: Artificially intelligent agents will be participating in our society 
more, and will have a considerable impact. So how should they behave as 
“members” of the society?

The solution: “a rational agent should choose the action that maximizes the 
agent’s expected utility” (Russell and Norvig 2010, Chap. 16)

But how do we come up with a utility function that is moral and maximizes the 
welfare of the society?

Kuipers, Benjamin. "Human-like morality and ethics for robots." AAAI-16 Workshop on AI, Ethics and 
Society 2016.



Dangers of simple individual utility maximization

Tragedy of the Commons: situation within a shared-resource system where individual users acting independently and 

rationally according to their own self-interest behave contrary to the common good of all users by depleting that resource



Interpretations

Utilitarianism: Maximize the benefit of the society as a whole. Might be more 
biased towards certain herders and might not be “fair” against the others.

Deontology: Moral obligation to be fair.

Can consider a combination of above ...



The Pragmatic Value of Morality and Ethics
Morality and ethics can be seen as sets of principles for avoiding poor local optima 
and converging on far better equilibrium states.

“Imagine that you can drive anywhere on the road. And so can everyone else. To 
get anywhere, you have to drive slowly and carefully, to protect yourself from 
what everyone else might be doing. But if everyone agrees to drive only on the 
right side of the road, everyone’s transportation becomes safer and more 
efficient.”



The Trolley Problem

Kuipers, Benjamin. "Human-like morality and ethics for robots." AAAI-16 Workshop on AI, Ethics and Society 2016.



The Trolley Problem

Kuipers, Benjamin. "Human-like morality and ethics for robots." AAAI-16 Workshop on AI, Ethics and Society 2016.



The Trolley Problem

Kuipers, Benjamin. "Human-like morality and ethics for robots." AAAI-16 Workshop on AI, Ethics and Society 2016.



But how does it (process of moral judgement) work for 
humans?

● Responses at Multiple Time 
Scales

● The Primacy of Intuition over 
Reasoning

● The Importance of Signaling



Six foundations for the fast intuitive moral response

Care / harm 
Fairness / cheating 
Loyalty / betrayal 

Authority / subversion 
Sanctity / degradation 
Liberty / oppression 

But how does it work for humans?



Why would robotics people care?

Bonnefon, Jean-François, Azim Shariff, and Iyad Rahwan. "Autonomous Vehicles Need Experimental Ethics: Are We Ready for Utilitarian Cars?." arXiv preprint arXiv:1510.03346 (2015).



Applications to Robotics

Need: 
- constraints, imposed by morality and ethics, on 

decision-making
- social signaling and cooperation
- rapid-responses



Isaac Asimov's "Three Laws of Robotics"

1. A robot may not injure a human being or, through inaction, allow a 
human being to come to harm.

2. A robot must obey orders given it by human beings except where such 
orders would conflict with the First Law.

3. A robot must protect its own existence as long as such protection does 
not conflict with the First or Second Law.

Source: Asimov, Isaac (1950). I, Robot.

Why would robotics people care?



Behavioral rules
- abiding predetermined rules for mutual gain

Reactive rules
- moral foundations can be used as a moral evaluation for the reward function

Visual pattern recognition
- natural sensory modality to perceive the morally relevant events

Signaling
- e.g. indicating willingness to cooperate, Tragedy of the Commons

Application to Robotics



Open Questions 

● Visual recognition of the moral and ethical content of 
videos or images

● Recognizing the intentions of actors in a situation
● A more systematic way of acquiring foundations of 

morality!



Why do we (2541 people) care?

● Simply following the law might not lead to optimal results 
in complex scenarios.
○ Crossing the speed limit to open space for 

ambulance/firetruck/police
○ Crossing red light to avoid a car crash

● The “trolley” problem
● Need to have ways of signalling and cooperation to not fall 

into “local optima”

 



Paper #2: Ethical Decision Making During Automated Vehicle 
Crashes

● automated vehicles would almost certainly crash
● an automated vehicle’s decisions that preceded 

certain crashes had a moral component
● there was no obvious way to encode complex 

human morals effectively in software

Goodall, Noah. "Ethical decision making during automated vehicle crashes." Transportation Research 
Record: Journal of the Transportation Research Board 2424 (2014): 58-65.



● Autonomous cars are assumed to be safer
○ Current empirical evidence does not refute that 

claim
○ however it also does not imply that 

transportation will be significantly (i.e. 99% 
confidence) safer because of lack of data

Automated Vehicle Crash Potential



Automated Vehicle Crash Potential

● “...even with perfect sensing, it would be 
impossible to guarantee safety in the presence of 
unpredictable obstacles such as human-driven 
vehicles, pedestrians, and wildlife”

● for example any adversary scenario i.e. someone 
hits you intentionally or software/hardware 
failure



Ethics of Crashing
Advantages
- Can make rapid precrash decisions that can detect nearby 

trajectories and make high-speed avoidance
- Can better take uncertainty into account
- Better sensors

Disadvantages
- If the crash is unavoidable, needs to make a moral choice 

for its passenger



Ethics of Crashing

Goodall, Noah. "Ethical decision making during automated vehicle crashes." Transportation Research Record: Journal of 
the Transportation Research Board 2424 (2014): 58-65.



Deontology: make the system adhere to set of rules
- Not plausible to come up with a set of rules that covers 

every scenario

Consequentialism: make the system maximize the outcome
- How to decide on what information to take into account

Ethics of Crashing: Rational approaches



Neural Network
- Not clear how to trace

 
Decision Tree
- Need to extract the features

Ethics of Crashing: Artificial Intelligence Approaches



● Agree on certain standards. 
○ e.g., injuries are preferable to death, property damage 

is preferable to injury
● Train a neural net on simulations and recordings 

while bounding it on the aforementioned 
standards

● Conduct knowledge-extraction on the net if 
necessary
○ e.g. if it acts unexpectedly

Ethics of Crashing: Proposed strategy



Liability

Who's liable when an autonomous car crashes?
 

The company? The Driver? The Programmer?

Images source: Google Image search.



Liability

● Since a control Algorithm makes decision to hit people, 
passenger should not be responsible

● Liability might shift to manufacturer

● Manufacturer bears onus for this



Let’s look at a paper

Responsibility of Crashes of Autonomous Vehicles: An Ethical 
Analysis

By Alexander Hevelke and Julian Nida-Rumelin, March 2015 In Springer 



Introduction

● Putting the liability on the car Manufacturer

● Is it morally permissible to impose liability on the user based on 

duty to pay attention and intervene to avoid accidents?

● User has no way of interfering but is still held responsible 

financially for accidents?

● Notation used AVs - Autonomous Vehicles



Role of the Manufacturer

● Blaming manufacturers seems the most obvious solution

● If there was an accident - it was due to flaw in the car so blame 

them

● Issues concerning this

○ Liability burden on manufacturer may be prohibitive of 

further development

○ Can a partial liability be designed?



Should we even promote AVs development?

● Physically impaired, disabled, elderly can use it

● Reduction of accidents -> saving many lives

● Small improvements lead to saving hundreds of lives

● Should not trade privacy for human life OR should we?

● Moral status of the lives saved

○ People dying due to AVs change

○ Fundamental rights cannot be compromised



A Duty to Intervene

● Driver duty to pay attention and intervene to avoid accidents

● Liability of driver based on failure to pay attention and intervene

● AVs lose their utility - no longer autonomous

● Difficult to foresee danger

● Practically realisable only if such a system reduces accidents

● Gives chance to develop technology gradually



Responsibility of the Driver as a form of ‘Strict 
Liability’

● He took the risk of buying an accident prone car

● The more we use such cars - more risk we pose to others

● 2 Scenarios

○ Person is held responsible for taking risk of using a car

■ Scheme similar to a tax or mandatory insurance

○ Person is held responsible for all activities of the car

■ Relies on moral luck for car’s outcome



Conclusion

● Paper discussed who should be held responsible for accidents by AVs from a 

moral standpoint

● Duty to intervene & Responsibility of the driver as a form of strict liability 

seem viable options

● Duty to intervene is a good interim solution

● Scenario A for the latter case seems justifiable - collectively hold users of AVs 

for damages



Let’s look at another paper

Autonomous Vehicles Need Experimental Ethics: Are we 
Ready for Utilitarian Cars?

By Jean-Francois Bonnefon, Azim Shariff and Iyad Rahwan October 
2015 In arXiv



Introduction

● Some situations require to choose lesser of 2 evils

● How people think about this

● Notation used AVs - Autonomous Vehicles

● Presents 3 case studies

○ Studies done in June 2015

○ On people from the Mechanical turks platform

○ Participant provided info like age, sex, ethnicity, religiosity



Contribution

● Provide insights into:

○ Perceived morality of self sacrifice

○ Willingness to see self sacrifice being legally enforced

○ Expectations that AVs will be programmed to self sacrifice

○ Willingness to buy self-sacrificing AVs



Un-avoidable Harm

a). Kill 1 vs 10  b). Kill passenger        c). Kill passenger to save
      vs. pedestrian 

Image source: Bonnefon, Jean-François, Azim Shariff, and Iyad Rahwan. "Autonomous Vehicles 
Need Experimental Ethics: Are We Ready for Utilitarian Cars?." arXiv preprint arXiv:1510.03346 
(2015).



Case Studies
● Study 1 - 241 men and 161 women, median age 30

● Study 2 - 144 men and 166 women, median age 31

● Study 3 - 97 men and 104 women, median age 30

● These studies measured enthusiasm:

○ How excited they felt about a future in which AVs are an everyday part of life?

○ How fearful is this future?

○ How likely is it to buy AVs?

● Participant read vignettes and decide



Swerve and Stay Options in Study 1 and 2 from the paper

What will you do?

Image source: Bonnefon, Jean-François, Azim Shariff, and Iyad Rahwan. "Autonomous Vehicles 
Need Experimental Ethics: Are We Ready for Utilitarian Cars?." arXiv preprint arXiv:1510.03346 
(2015).



Questions in the Survey 

Image source: Bonnefon, Jean-François, Azim Shariff, and Iyad Rahwan. "Autonomous Vehicles Need Experimental 
Ethics: Are We Ready for Utilitarian Cars?." arXiv preprint arXiv:1510.03346 (2015).

Vignette from study 1
Vignette from 
study 2



Main measures of Study 1- Moral approval vs. Legal 
enforcibility of Sacrifice



People approve of AVs sacrificing their passenger to 
save pedestrians

Image source: Bonnefon, Jean-François, Azim Shariff, and Iyad Rahwan. "Autonomous Vehicles 
Need Experimental Ethics: Are We Ready for Utilitarian Cars?." arXiv preprint arXiv:1510.03346 
(2015).



People willing to buy swerving AVs ?

Image source: Bonnefon, Jean-François, Azim Shariff, and Iyad Rahwan. "Autonomous Vehicles 
Need Experimental Ethics: Are We Ready for Utilitarian Cars?." arXiv preprint arXiv:1510.03346 
(2015).



Conclusion

● Respondents might be prepared for AVs programmed to make utilitarian 

moral decisions in un-avoidable harm

● Self sacrifice legally enforceable when using autonomous vs humans

○ Humans can err under pressure

○ Machine will obey law and not err

● People wanted others to cruise in AVs but not buy themselves

○ People agree on what should be done for greater good but not do it themselves

● Enthusiasm greater shown by

○ Males

○ Young people

○ Less religious participants



Let’s look at a report by Accenture

The new road to the future: realising the benefits of 
Autonomous vehicles in Australia

By Dave Maunsell, Praveen Tanguturi and James Hogarth by Accenture 
Digital Australia.



Autonomous Vehicles will affect many industries



Automotive OEMs and suppliers

● New dawn for car companies

○ Chinese search giant Baidu collaborating with BMW for 

automated trials in Beijing and Shanghai

○ Ford with MIT & Stanford

○ Leading automotive supplier Continental working with Cisco

● Impact on Mobile Service Providers

○ Increased data



AVs offer significant opportunities for Australian Industries



AVs will radically alter the way people will interact with cars



How AVs will affect the healthcare ecosystem!



Roadblocks to the Autonomous Vehicle era

● Standards

● Driver Concerns

● Consumer Rights

● Regulation

● Ethics

We saw these previously in the presentation



Capabilities required by Australian Companies to recognize 
the opportunities presented by the AV ecosystem



Conclusion

● No longer a Science fiction vision, autonomous vehicles are 

already being actively used in industries like mining and 

agriculture

● Expected to become a mainstream consumer phenomenon 

within a decade



Recent Accidents!



First Accident causing Injuries Google AV (July 
2015)

● Google Car involved in an injury accident for the first time

● 14th accident in 6 years in about 1.9 million miles of testing

● 11/14 Google says their car was rear ended.

● http://www.cbc.ca/news/business/google-self-driving-car-has-

1st-accident-involving-injuries-1.3156494 

http://www.cbc.ca/news/business/google-self-driving-car-has-1st-accident-involving-injuries-1.3156494
http://www.cbc.ca/news/business/google-self-driving-car-has-1st-accident-involving-injuries-1.3156494
http://www.cbc.ca/news/business/google-self-driving-car-has-1st-accident-involving-injuries-1.3156494


Google car crashes in February 2016

● Google’s self-driving car caused its first crash on 
February 14, when it changed lanes and put itself in 
the path of an oncoming bus. 

● “We don’t like our car bumping into things,” said 
Chris Urmson, head of Google’s self-driving project, 
addressing the February 14 incident where Google’s 
car struck a bus. “This was a tough day for us.”

● https://www.youtube.com/watch?v=I9T6LkNm-5w 

Images source: Google Image search 
(mirror.co.uk).

http://gizmodo.com/a-google-self-driving-car-got-into-a-wreck-with-a-bus-1762007421#_ga=1.100950982.672585654.1452875187
http://gizmodo.com/a-google-self-driving-car-got-into-a-wreck-with-a-bus-1762007421#_ga=1.100950982.672585654.1452875187
http://gizmodo.com/a-google-self-driving-car-got-into-a-wreck-with-a-bus-1762007421#_ga=1.100950982.672585654.1452875187
http://gizmodo.com/a-google-self-driving-car-got-into-a-wreck-with-a-bus-1762007421#_ga=1.100950982.672585654.1452875187
https://www.youtube.com/watch?v=I9T6LkNm-5w
https://www.youtube.com/watch?v=I9T6LkNm-5w


AVs vs. Manual Driving

● Number of deaths in 2013

○ 30,057 fatal motor crashes in US in 2013

○ 32,719 deaths occurred

○ 10.3 deaths per 100,000 people

○ 1.11 deaths per 100 million miles

● Logic: If AVs can reduce these numbers, then why not?



Let’s have the

Images source: Google Image search.



So are we ready for Autonomous driving?

You decide!

Images source: Google Image search.



Some open problems and topics

● Unemployment as a result of automation

● Change in laws to accommodate autonomous vehicles

● Momentarily breaking the law for a “better” outcome

● The “trolley problem”

● The amount of control a passenger must have on their AV

● Control of government and private companies over AVs

● Ethics towards (humanoid) robots



Debate Topics

● Are we currently ready for autonomous driving? Yes/No
● Should we even have autonomous vehicles driving on road? Is such a 

technology worth spending time on?
● Should we have purely autonomous vs. Autonmous and conventional cars on 

road?
● Should the power be centralized vs decentralized?


